CSE 517 Spring 2008, Project Description.  
Follow the collaboration policy - if unclear, check that out on the course homepage
The goal of the project is to have some hands-on experience with machine learning approaches, methods, and available software for solving real world machine learning problems and analyzing real data.  You are required to present your project to the class (for about 10-15 minutes) and write a project report.  In your project presentation and report, you need to discuss what you did (methods and data), found (structures and patterns), and learned (something interesting for whatever that is).

The last few classes will be devoted to project presentation.  The final project reports are due one week after the last class.
The project will have two parts.  

Part I:

For the first part, we will look into three most popular datasets in the UCI Machine Learning Repository, namely Iris, Adult and Breast Cancer Wisconsin.  You are required to use three (3) machine learning methods that we discussed in class to analyze (classify) these datasets.  You are free to choose whatever software you can find, but you may consider WEKA package as it contains most software you may need. 
The ultimate goal of a ML problem depends on the application in hand.  In this part of the project, we will focus on two objectives.

· Objective 1: Identifying possible hidden structures in data so as to understand the intrinsic properties of the underlying systems or processes that generated the data.  Many specific questions can be asked and answered to achieve this objective.  Here are some suggestions:

1. Is the dataset linearly separable?

2. If not linearly separable, does this indicate there must be some correlation or dependence among the features?  If yes, can you identify such relationship?  Suggestion: if you use SVM and a polynomial kernel, what does the order of the polynomial function tell you?

3. Is there some intrinsic structure in the data?  

· Suggestion 1: In ANN, what kind of information does the middle layer hold?  Can you find some patterns from the middle layer?  

· Suggestion 2: When using SVM, what do the support vectors tell you?  Can you select features in the feature space?  Hint: The SVM model in the feature space is linear; think about the homework problem on SVM.  Based on the features you selected in the feature space, what can you say about possible structures among the features in the input space?  Can you say anything about the minimal number of features in the input space that you need in order to have a good SVM model with a good performance?  Hint: be careful, your kernel function may not be linear.
· Your own insights go here ….

· Objective 2: Select the best classifier (among the three methods you use) for each of the three problems.  For this, you need to compare the three methods.  Particular questions to ask include

1. Classification accuracy

2. Running time

3. or even ROC curve of each of the methods you study.
(continue onto the next page)

Part II:

For the second part, you will have the freedom to choose a machine learning topic, which can be one we cover in the course or may be a topic we do not discuss in the class.  You need to do some reading of whatever materials you can find on the subject, identify a problem and a dataset for it (e.g., using the dataset provided for the first part), and solve the problem using whatever methods you can find.  In this process, you need to consult the instructor for the topic you select and are welcome to discuss your progress and possible problems that you may have after you start the project.  Many questions you asked for Part I should apply to Part II, plus some more for the particular problem you.  You cannot just dump a new method to your data and report the result.  You should try to 1) identify possible hidden structures in the data, 2) study why the method you choose works well for the problem, 3) consider when your method can fail, etc.  Important: you should compare the method you choose with another one (e.g., one you studied in Part I) to answer the question if the main method you choose is the best for the problem in hand.
(note: I have a few topics I am interested.  If you run out of gas after thinking about this part on your own, you may talk to me and take one from me.)
