Agent Logic

Supplemental

Agent Decision Making


The actions that a player may take can be divided into two broad groups: movement decisions and action decisions. Since the POVATs contained by each player object allow a player to move as well as act, each player must decide its movement and its action each turn.


The functions that a player agent uses to make decisions are divided into four categories: low-level functions, trigger functions, strategy functions, and a single state function.

Low-Level Functions


Low-level functions are frequently-used, fairly small functions which only serve to compute some piece of interesting information from the state of the game field. They do not make judgments, however, on how the information they return will be acted upon by the agent logic. 


For instance, there will be a function to compute the intercept point between an agent and any other player on the field. It will take into account the agent's current speed, maximum speed, and current direction, as well as the target player's current speed and direction, and extrapolate to find the point at which the agent can intercept the target to make a tackle. It will not decide whether such a course of action is in the agent's best interests or not.


Similarly, there will be other low-level functions to find gaps in the enemy defense, determine the threat level of a player, and return any other pieces of information that we find need to be computed frequently. As the development process progresses, we will build up a library of low-level functions that our agents can use.

Trigger Functions


Trigger functions will be built out of the low-level functions. Their purpose is to watch the game field for a certain condition. This could be an interception, a pass, a certain number of turns, or something as complex as “when number 59 on the opposing team reaches the 30-yard line”. Trigger functions can be set to look for the fulfillment of a condition, or the change between one condition and another.


Trigger functions will live inside of Trigger objects, which will also contain a notification list—a list of players to be notified if the trigger function returns true. 

Strategy Functions


Strategy functions, like trigger functions, are built out of low-level functions. However, a strategy function's role is to take the information provided by the low-level functions and make a decision based upon that information. Each strategy function has a certain goal, and it attempts to find the action that will best satisfy this goal, which it then recommends. 


Strategy functions are divided into movement strategy functions and action strategy functions. Movement strategy functions return a vector describing the direction and speed that would best satisfy their goal. This is a vector in the mathematical sense, rather than the C++ Standard Template Library Vector class.


Action strategy functions work slightly differently. They first will use a low-level function to generate a list of all the actions they could probably take next turn, which might include catching the ball, tackling a player, or blocking a player. Then they will iterate through the list of possible actions and evaluate them to check for how well the action strategy function's goal is satisfied. After evaluating the list, a recommendation will be made as to the appropriate action.


It is possible that the action strategy functions may not select any action; in this case, the agent would simply move. This could occur if no actions were available to the agent, or if none of the available actions satisfied any of its goals strongly enough.

State Function


Each agent will contain a single state function, which defines the highest functional level of its intelligence. The state function is composed like a finite state machine. States are composed of lists of strategy functions, with the output of each strategy function weighted by a multiplier. Transitions are represented by trigger functions. 


In essence, an agent's intelligence is composed of sets of preferences, and its preferences change in reaction to certain occurrences on the field. Each state is a set of preferences, made up of a list of strategy functions and weighted multipliers. If some part of the board changes, a trigger function is activated, which then transitions the state function to a new set of preferences (strategy functions and multipliers).


When asked to make a judgment call, the state function will call its current set of strategy functions. It will then weight their responses by the current set of multipliers, and finally, it will select the most highly-ranked recommendation to be performed.
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The state function of an agent

Message Passing


Messages in our simulation will consist of strategy functions paired with multipliers.  When a player receives a message , it will check to see if the strategy function matches any of its current functions. If so, it will replace the current multiplier on that strategy function with the multiplier it has been passed. If the strategy function is new, however, the agent will add the function to the end of its current list of strategy functions. In this way, an agent may be made to change its priorities, or take on an entirely new set of priorities in the current state.


Transitioning to a new state, however, will erase any changes that have been made by messages; this is because transitions are assumed to be major changes to the field state, so any modifications necessary in a previous state would likely be useless or even harmful in a new state.

