
' $
1

Dynamic Set on a Disk Drive: B-trees

Memory

� Motivation

� Memory hierarchy

� Impact of memory organization on the running time

of algorithms

B-trees

� De�nition, examples, bounding the height of a B-

tree

� Operations on a B-tree: search and insertion
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Memory

Up to now we assumed that read and write are

done from/to main memory and it takes �xed min-

imal amount of time to complete them

Some computer applications deal with huge amounts

of data: analysis of of sci data, processing �-

nancial transactions, organization and maintenance

of databases (telephone directories, library catalogs,

etc.). The amount of such data is so large that it

cannot �t into the main memory.
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Memory hierarchy To accommodate large data

sets computers have hierarchy of di�erent memories

which vary in size and speed:

1. CPU, fastest, smallest in size

2. Registers, slower, larger in size, still very few

3. Cache, slower than registers, even larger in size

4. Main (RAM, internal) memory, mush larger than

the cache, but also much slower (about 100 times)

5. External memory, on Disks, CDs, tapes: largest,

slowest (100,000 to 1,000,000 times slower than

main memory)

Is it justi�able when analyzing algorithms to ignore

memory hierarchy considerations? Why can we �as-

sume� that all memory accesses are equal?

OS support general mechanisms that allows most mem-

ory accesses to be fast. The mechanism are based on

the locality-of-reference of property on most software.
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Locality-of-reference

� Temporal locality(TL): if a program accesses a cer-

tain memory location now, it is likely it will access

it in the near future

� Spatial locality(SL): if a program accesses a certain

memory location now, it is likely it will access other

near-by locations.

Caching and Blocking : design choices for two-

level memory systems (present in interfaces between

main memory and cache memory, and between ex-

ternal memory and main memory) � secondary and

primary memory, respectively.

� Caching: motivated by TL, bring data into pri-

mary memory, hoping that they will be needed soon,

and then the response will be fast

� Blocking: motivated by SL, if location l is required

from secondary memory, bring in not only data from

l to the main memory, but also data from close by

locations to l.

Data are accessed in blocks, called cache lines and pages

(disk blocks).
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In addition, the blocking for external memory is mo-

tivated by hardware characteristics of external storage

devices. By using blocking the secondary memory is

perceived much faster then it is.

Implications of locality-of-reference for pro-

grammers The programmer usually does not have

to be overly concerned with memory hierarchy and

how blocking and caching are implemented, still one

should try to

1. Use temporal locality: if an algorithm calls for sev-

eral accesses to the same variable, try to group

these accesses as close as possible in time.

2. Use spatial locality: if an algorithm calls for access-

ing a certain location l in an array or a certain �eld

in an object, try to group other access to locations

spatially close to i, as close as possible in time.
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When selecting an algorithm can we take an advantage

of the the locality of reference?

Merge sort is �(n log n). Radix sort is �(n).

When the constants involved are close, should one al-

ways prefer Radix Sort?

Radix sort: O(n) block replacements in worst case.

Merge sort: O((n=B) log n).
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Dynamic Set ADT on External Storage

Goal: minimize the disk (external memory) ac-

cesses needed to perform search or update. It is

preferable to do many main memory accesses instead

of one disk access.

The order of disk accesses on various implementa-

tions of a dynamic set

� doubly linked list: O(n) accesses for search in worst

case (each next requires a di�erent block).

How can we improve that to O(n=B)?

� sorted array: search is O(log n), still requires

�(n=B) accesses for insert and delete.

� balanced BST, skip lists or other structures with log-

arithmic times: worst case, each accessed node is in

a di�erent block � O(log n) accesses.

� B-Trees ((a; b) trees): O(log n= log B).

Idea: Trade 1 slow disk access for O(B) very high

speed main memory accesses, where B is the

block size.
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B-Trees

Balanced search tree designed to work well on data

stored on disks. Multiple keys are stored sorted in a

node. If a node keeps m keys, it has m + 1 children.

For large B-trees stored on disk, branching factor (BF)

between (50; 2000) often used. Max BF depends on disk

block size.

With branching factor 1001 (1000 keys in a node), how

many nodes are in a tree of height 2? How many keys

can be stored in tree of height 2?

Since the root is kept in main memory, at most 2 disk

accesses will be necessary to locate any key.
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De�nition B-Tree is a rooted tree having the fol-

lowing properties:

1. Every node has the following �elds:

1.1. number of keys, n[x], stored at x

1.2. the keys stored at x are sorted

key1[x] < key2[x] < : : : < k
n[x]

1.3. leaf [x] is TRUE if x is a leaf

2. If x is an internal node, x has n[x] + 1 children

which are accessed by pointers

c1[x]; c2[x]; : : : ; cn[x]+1[x]

(Analogy with left-child[x] and

right-child[x] on binary tree.)

3. The keys in anode x separate the ranges of the keys

stored in the children
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4. All leaves are at the same depth, which is the height

of the tree, h.

5. The degree is t � 2, �xed integer, such that every

internal node must have

5.1. at least t children (exception is the root, with

at least 2).

5.2. at most 2t children; a node is full if it has 2t

children, i.e., 2t� 1 keys.

B-Tree height Number of disk accesses for

most operations O(h), so we have to look at the

height

h = O(log
t
n)

If n � 1, n-key B-Tree, with �xed t � 2, then

h � log
t

n + 1

2
= �(

log n

log t
)
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Basic Operations search, insert, delete

Search is straightforward extension of BST search.

Insert and Delete are more complicated.

B-Tree Search

Example: search , J, Y, E on the B-Tree given ear-

lier.
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In the pseudocode below keyi is denoted by key_i

//search k in tree rooted at x

B-Tree-Search(x,k)

i=1

while (i <= n[x] and k > key_i[x])

i = i+1

if (i <= n[x] and key_i[x] == k )

return (x,i)

if leaf[x]

return nil

else

Disk-Read(c_i[x])

return B-Tree-Search(c_i[x],k)

The nodes encountered during the search form a

path from the root down, at most h nodes are vis-

ited. O(t) at each step to select which child to visit

next (using linear search) (1 disk access needed to

get the key containing that child).

The time to search keys in a node is negligible (<<

smaller than disk access). Thus the time in CPU

is O(th) = O(t log
t
n). Max number of disk pages

(blocks) accessed �(h).
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Starting a B-Tree Need to create an empty

root, and then start inserting to add new keys.

When creating new node it is necessary �rst to al-

locate one disk page to be used as a new node in

O(1) time.

B-Tree-Create(T)

x = AllocateNode();

leaf[x] = TRUE

n[x] = 0

DiskWrite(x)

root[T]=x

Inserting � example , see handout on B-Trees.
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Splitting a node Split a full node x (with 2t�1

keys) which has a non-full parent, y, around its

median key, into two nodes of t � 1 nodes each.

The median key moves into the parent.

The splitting requires creation of a new node, and

the copying of t � 1 keys and t pointers from the

node being split to the new node, O(t). There 4

disk accesses, 1 for allocation and 3 for writing the

update nodes.

Note, that if the node being split is the root the tree

actually grows. This is the only way B-Tree grows.

(Di�erent from BST).
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B-Tree insert The procedure in the textbook

implements the insert in one pass.

� It starts from the root, if it is full, than prior

to continuing it will create a new node and split

the root pushing the median key at the root up

into the new node.

� In a tree with non full root, search is performed

to locate the leaf in which to insert the new key.

The key is inserted always in a non full leaf.

(terminating condition for the recursion).

�During the search the procedure detects a full

child that must be visited and splits it, prior to

making a recursive call to one of the two children

(obtained as a result of the split).

This will guarantee also that when a key is in-

serted into a leaf, the leaf is non full.

�The number of disk accesses to read is O(h), at

most h splits. The CPU time O(th).

� Example
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